
Algorithm 1: PAC-Bayesian Actor-Critic (PBAC)

Input: Polyak coefficient τ ∈ (0, 1), batch size n, bootstrap rate κ,
posterior sampling rate PSR, prior variance σ2

0 , ensemble size K
Initialization: Replay buffer D ← ∅; critic parameters {θk}Kk=1 and

targets θ̄k ← θk; actor trunk g and heads h1, . . . , hK

1 Initialize state s← env.reset(), interaction counter e← 0;
2 while training do
3 if e mod PSR = 0 then
4 Sample index j ∼ U({1, . . . ,K});
5 Set active policy: π ← πg◦hj ;

6 end
7 Sample action a ∼ π(s);
8 Execute a in environment, observe reward r, next state s′;
9 Store transition: D ← D ∪ {(s, a, r, s′)};

10 e← e+ 1;
11 Sample batch {(si, ai, ri, s′i)}ni=1 ∼ D;
12 Sample bootstrap mask: bik ∼ Bernoulli(1− κ) for all

i ∈ [n], k ∈ [K];
13 foreach (si, ai, ri, s

′
i) in batch do
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15 end
16 Update critic parameters {θk} by minimizing:
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17 Update actor:

(g, h1, . . . , hK)← arg max
g,h1,...,hK
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18 Update target critics:

θ̄k ← τθk + (1− τ)θ̄k, for all k ∈ [K]

19 if episode ended then
20 s← env.reset();
21 else
22 s← s′;
23 end

24 end
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